Welcome to The Carpentries Etherpad!

This pad is synchronized as you type, so that everyone viewing this page sees the same text. This allows you to collaborate seamlessly on documents.

Use of this service is restricted to members of The Carpentries community; this is not for general purpose use (for that, try https://etherpad.wikimedia.org).

Users are expected to follow our code of conduct: https://docs.carpentries.org/topic_folders/policies/code-of-conduct.html

All content is publicly available under the Creative Commons Attribution License: https://creativecommons.org/licenses/by/4.0/

 ----------------------------------------------------------------------------
 Hi, this is Jen
 Submitting my abstract to a conference
Swimming every day.
 Something you're proud of accomplishing this week:
 Hi this is Beth, getting prepared for this class.
 Meds => cat
Making pancakes
 Getting here
 Giving my dog a bath and haircut
 
 Made dinner reservations for vday :)
 
 Hi, this is Laura. I am proud of my first commute to DC in the Metro. 
 
 Completing new staff orientation presentation
Having developed a workflow for Vintage Macs
I made ramen
I made it halfway through my 6th course in my masters program
Eden, preparing for the Tokyo Marathon


What have you used spreadsheets for?
metadata 
collections inventory

inventory of collections
Payroll
inventory
mailing lists
tracking content/units featured
metadata
budgets
calendars
taxes
Keeping track of my research data
collections inventory; technical data extraction
census 
research progress log
data cleaning
Yes

Has a spreadsheet made you sad?
not enough rows available
calcu
yes :( with formats

yes
a whole column of a data disappeared
google sheets =/= excel 
YES! when the data is not consistently formatted
yessss--issues filtering and sorting
calculations take forever
sorting issues- columns get out of alignment
so much
Dealing with previous data that was entered incorrectly
dates
changes dates unexpectedly
crazy number formatting
yes, especially trying to import into R and having to go back and find the problem
formatting issues- dates turn into blah, etc.

Readme for portalRodents
compiled all data into one spreadsheet- not boxes
standardized date format
created a column to indicate whether something has / has not been calibrated correctly
adjusted weight in 2013 tab to remove g (add unit to column header)
eliminated blank rows and columns
formatted dates consistently
standard column titles
standardized all data tables
columns with titles
standards....standards!
separeted mesurments and units into separate columns/headers

Sort exercise: what year for Plot 1?
1977
1977–2002
1977-200
1977
1985
1977-2002

------------------------------------------------------------------------------------------------------------------

Day 1 Afternoon: Intro to Python




Instructor Info

Amanda Devine
NMNH - Global Genome Initiative
DevineA@si.edu


Links

Official lesson link: https://datacarpentry.org/python-ecology-lesson/

Official Jupyter documentation: https://datacarpentry.org/python-ecology-lesson/jupyter_notebooks/

Amanda's instructor notes for the first part, which are reorganized and modified: https://gist.github.com/amdevine/39b4cab8d12952a3b9ceb9e16496c2cb

MyBinder Jupyter link, if you are having trouble running Jupyter on your computer: https://mybinder.org/v2/gh/SmithsonianWorkshops/2019-08-15-castle/binder-python

Portal project data (surveys.csv): https://ndownloader.figshare.com/files/2292172


Post-Lunch Digestion Question

List one thing you learned from Excel or OpenRefine that you will incorporate into your day-to-day work.

Color coding cells is not a good practice for data
Always save things as CSVs
data validation
change numbers in open refine to numerical values to sort numbers in order
use of open refine to clean mispelled entries
faceting
various ways to catch mistakes in data
use openrefine to split merged cells
Validation on spreadsheets


Challenge Questions!

With the person/people next to you, discuss: What is programming? What is coding? What are the differences between these terms, if any?

Smithsonian help resources: https://github.com/SmithsonianWorkshops/2020-02-12-castle/blob/master/keep_in_touch.md

Jupyter on Macs:
In Terminal, jupyter notebook

Challenge Question: What are the values after each statement in the following?
mass = 47.5              # mass?
age  = 122               # age?
mass = mass * 2.0        # mass?
age  = age - 20          # age?


Create a new list, a_list = [1, 2, 3]
1. What happens when you execute a_list[1] = 5?
2. What happens when you execute a_tuple[2] = 5?
3. What does type(a_tuple) tell you about a_tuple?


Create a new dictionary:
rev = {'first': 'one', 'second': 'two', 'third': 'three'}

1. Print the value of the rev dictionary to the screen.
2. Reassign the value that corresponds to the key second so that it no longer reads “two” but instead 2. 
3. Print the value of rev to the screen again to see if the value has changed.


Portal project data (surveys.csv): https://ndownloader.figshare.com/files/2292172

Documentation for this part of the lesson: https://datacarpentry.org/python-ecology-lesson/02-starting-with-data/


Using our DataFrame surveys_df, try out the attributes & methods below to see what they return.
1. surveys_df.columns
2. surveys_df.shape Take note of the output of shape - what format does it return the shape of the DataFrame in?
3. surveys_df.head() Also, what does surveys_df.head(15) do?
4. surveys_df.tail()


Challenge question (Statistics):
1. Create a list of unique site ID’s (“plot_id”) found in the surveys data. Call it site_names. How many unique sites are there in the data? How many unique species are in the data?
2. What is the difference between len(site_names) and surveys_df['plot_id'].nunique()?

Homework??? Extra credit!

Challenge question (Summary Data):
1. How many recorded individuals are female F and how many male M?
2. What happens when you group by two columns using the following syntax and then grab mean values?
        grouped_data2 = surveys_df.groupby(['plot_id','sex'])
        grouped_data2.mean()
3. Summarize weight values for each site in your data. HINT: you can use the following syntax to only create summary statistics for one column in your data. by_site['weight'].describe()

Challenge question (Plots):
1. Create a plot of average weight across all species per site.
2. Create a plot of total males versus total females for the entire dataset.


Welcome to Day 2!



Jennifer Giaccai, FSG, kale can substitute for spinach in the recipe I made last night without being "too green"
Katie - NMNH, Invertebrate Zoology 
Courtney - NMNH paleobio (EPICC project)
Laura Caicedo - WRBU (@MSC), jupyter notebook and python libraries
Abi—OA—literally everything about python
Greg - NMNH CollProg/Paleo - finding and isolating data
Eden, OCIO (Archivist), new to Python
George, AAA
Alex -- NMNH Paleo
karen - invertebrate zoology nmnh - open refine  
Michelle - NMNH Informatics - data cleanup with open refine
Karen, NASM Conservation
Elena--SAAM Administration--using scripts to understand processing of raw data
Heidi- SI Archives, how to cluster to clean up data
Katja -- NMNH - how to use awk in Jupyter notebooks
Vinicius - National Zoo
Maddie - NMNH Vertebrate Zoology, how to facet in open refine
Crystal OCIO DAMS, so many files everywhere, OpenRefine will change my life
Beth - NMNH Informatics - open refine intro
Robin, NMAI

Anaconda Navigator

jupyter notebook command 


Some Python jargon
print(), len(): functions that come standard in Python. 
pd.read_csv(), pd.DataFrame(): functions that can be found in the imported pd (Pandas) library (indicated by pd.)
some_df.describe(), some_df.head(): methods - functions that act on specific Python objects only (in this case, a dataframe). Since they are functions, you need parentheses to call them
some_df.columns, some_df.shape: attributes - inherent qualities of a Python object. They are not functions, so you don't need parentheses to call them.
some_df.head(15): 15 is an argument of the method .head(). Arguments are sometimes required, sometimes optional data that you give to functions and methods. 

In base Python, use and and or to test logicals.
e.g. 5 < 7 and 'abc' == 'abc'
e.g. 5 < 7 or 'abc' == 'abc'

When filtering a DataFrame, use & and | for filtering conditions
e.g. some_df[some_df.plot_id == 5 & some_df.year == 1980]
e.g. some_df[some_df.year == 1975 | some_df.year == 1980]

How many entries are from the first five years of your life?

1551
0 (I'm old) x2
5114
6015
6731
0 also
8400
8405
6731
8484
8484
5161
8484
7877
7135
10106
7135

challenge:  new data frame with observations with sex values that are NOT male or female.  how many are there?  


2511 len(surveys_df[pd.isnull(surveys_df['sex'])])
2511
2511
2511
2511
2511 no_sex = surveys_df[pd.isnull(surveys_df['sex'])]['sex']
not_male_or_female = surveys_df[pd.isnull(surveys_df['sex'])]['sex']
print(not_male_or_female)
2511- not_sex = ['M', 'F'] -->  surveys_df[pd.isnull(surveys_df['sex'])]['sex'] - len(surveys_df[surveys_df['sex'].isin(not_sex)])


Carpentries lesson for combining dataframes: https://datacarpentry.org/python-ecology-lesson/05-merging-data/index.html

Carpentries lesson for making plots with plotnine: https://datacarpentry.org/python-ecology-lesson/07-visualization-ggplot-python/index.html


pip install plotnine

Binder: https://mybinder.org/v2/gh/SmithsonianWorkshops/2019-08-15-castle/binder-python

follow lesson here: https://datacarpentry.org/python-ecology-lesson/07-visualization-ggplot-python/index.html
yearly_counts = surveys_complete.groupby(['year','species_id'])['species_id'].count()
yearly_counts = yearly_counts.reset_index(name='counts')


(p9.ggplot(data = yearly_counts, mapping = p9.aes(x = 'year',y='counts',color = 'species_id'))
 + p9.geom_line()
)

plotting with Plotnine and GG plot

Step 1: define your plot as an object 


object_name = (p9.ggplot(data = yearly_counts, mapping = p9.aes(x = 'year',y='counts',color = 'species_id'))
 + p9.geom_line()
)

Step 2: save your object


object_name.save("scatterplot.png", width=4, height=4, dpi=300)

Some places to get "cheat sheets" for pandas and python


https://www.datacamp.com/community/data-science-cheatsheets?page=3&tag=python
https://www.datacamp.com/community/blog/python-pandas-cheat-sheet
https://elitedatascience.com/python-cheat-sheet
https://pandas.pydata.org/Pandas_Cheat_Sheet.pdf
https://www.dataquest.io/blog/pandas-cheat-sheet/
Day 2 Afternoon: SQL



Download DB Browser for SQLite: https://sqlitebrowser.org/dl/

Data files: https://figshare.com/articles/Portal_Project_Teaching_Database/1314459
(surveys.csv, species.csv, plots.csv - the same files we used for Python)

Lesson: https://datacarpentry.org/sql-ecology-lesson/00-sql-introduction/index.html

SQL cheat sheet: https://gist.github.com/amdevine/9460baa6f0fc6525b16724947cfb20b4

Practice your SQL skills: SQL Murder Mystery! https://mystery.knightlab.com/

Carpentries Brown Bag - Querying data from database API services with Python Requests: https://github.com/amdevine/cbb-python-requests

Post-Lunch Question

The best way to retain the skills you've learned in this workshop is to apply them on a real life project! What dataset will you work on with Python once the workshop is over? (Either for work or for personal interest!)

Open Refine for EVERYTHING. 
Analyze transaction increase in office over past 10 years vs. # of employees employed
EPICC dataset -- cenozoic mollusks going through a mass digitization project
maybeeee -- as a way to verify checksums (not even sure if possible)- totally you could merge datasets (join!!)[TY!]
I am definitely going to play with Grateful Data
reconciling file inventories with merge and join datasets! (I use vlookup and dont want to anymore)
video codecs- cleaning up legacy content standard issues- OpenRefine for merging like facets for better reporting
participation data for gaming events
automate cleaning of mail list data
Flatten some DarwinCore archives so I can see taxonomic info in the same table as trait data
Join datasets in my coral reef project
make subsets of data for analyses


Import species.csv and plots.csv into the database.

Basic Queries: https://datacarpentry.org/sql-ecology-lesson/01-sql-basic-queries/index.html

Write a query that returns the plot_id, species_id, sex, and weight in mg.

SELECT plot_id, species_id, sex, (weight*1000)
FROM surveys;

Produce a table listing the data for all individuals in Plot 1 that weighed more than 75 grams, telling us the date, species id code, and weight (in kg).

SELECT day,month,year,species_id,weight/1000
FROM surveys
WHERE plot_id = 1 AND weight > 75;

Using the surveys table, write a query to display the three date fields, species_id, and weight in kilograms (rounded to two decimal places), for individuals captured in 1999, ordered alphabetically by the species_id.

Aggregation and aliases: https://datacarpentry.org/sql-ecology-lesson/02-sql-aggregation/index.html


Write a query that returns the total weight, average weight, minimum and maximum weights for all animals caught over the duration of the survey. Can you modify it so that it calculates these values only for animals between 5 and 10 grams?

For all animals:
SELECT SUM(weight), AVG(weight), MIN(weight), MAX(weight)
FROM surveys;

SELECT SUM(weight), AVG(weight), MIN(weight), MAX(weight)
FROM surveys
WHERE weight>=5 AND weight <=10;


Write queries that return:
1. How many individuals were counted in each year in total
2. How many were counted each year, for each different species
3. The average weights of each species in each year
Can you get the answer to both 2 and 3 in a single query?

1.--How many individuals were counted in each year in total
SELECT year, COUNT(*)
FROM surveys
GROUP BY year;

2.
SELECT year, species_id, COUNT(*)
FROM surveys
GROUP BY year,species_id;

3.
SELECT year, species_id, COUNT(*), AVG(weight)
FROM surveys
GROUP BY year,species_id;


Write a query that returns, from the species table, the number of species in each taxa, only for the taxa with more than 10 species.

SELECT taxa,count(species_id) AS numberOfSpecies FROM species
GROUP BY taxa
HAVING numberOfSpecies > 10;

SELECT taxa, COUNT(species) AS numbersp
FROM species
GROUP BY taxa
HAVING numbersp > 10;

17348 not female
15690 not male
2511 IS NULL

Joins: https://datacarpentry.org/sql-ecology-lesson/03-sql-joins/index.html

Write a query that returns the genus, the species name, and the weight of every individual captured at the site

SELECT surveys.weight, species.genus, species.species 
FROM surveys 
JOIN species USING (species_id);


Write a query that finds the average weight of each rodent species (i.e., only include species with Rodent in the taxa field).

SELECT genus,species,AVG(weight)
FROM surveys 
JOIN species 
USING (species_id)
WHERE taxa = 'Rodent'
GROUP BY species_id;

Wrap Up Items


______________________________________________
 
 
Post-workshop survey:  https://carpentries.typeform.com/to/UgVdRQ?slug=2020-02-12-castle
 
______________________________________________
General resource email address for Carpentries-related questions: SI-DataScience@si.edu
 
Jen Hammock
NMNH - Encyclopedia of Life
hammockj@si.edu
 
Amanda Devine
NMNH - Global Genome Initiative
DevineA@si.edu
 
Jennifer Giaccai
FSG - chemist!
GiaccaiJ@si.edu
 
_________________________________________________
Carpentries-Announce Listserv
  a 1-way announcement list where we announce upcoming workshops. Share this with your friends.
 
https://si-listserv.si.edu/cgi-bin/wa?SUBED1=CARPENTRIES-ANNOUNCE&A=1
(This link also exists as a bright green button on the SI Carpentries website.)
 
Data-Science Listserv
  an interactive listserv where people can share links, upcoming relevant events, and ask for tool recommendations.
 
https://si-listserv.si.edu/cgi-bin/wa?SUBED1=DATA-SCIENCE&A=1
 
__________________________________________________
Carpentries-Alumni Slack Channel
  a message board/chat system.
 
-Sign up for the Smithsonian Slack. If you already are a part of the Smithsonian Slack workspace, skip to Step #3. Go to https://smithsonian.slack.com/signup, and enter your SI email account (must be @si.edu).
-You will get an email from Slack, and click Confirm Email. This link will send you to a page where you will fill in your name, and set a password. After doing this, you will be logged into Slack and prompted to “Explore Slack”. I recommend go through this tour if you are unfamiliar with the system.
-You will automatically be “added” to the #general and #random “channels”. These channels appear at the top of the list of all channels on the left side, and all others are greyed-out. Click on the greyed-out #carpentries-alumni, and then click the “Join Channel” button in the main window. If you do not see #carpentries-alumni as an option, click “+ Add a channel” below the list of channels. Search for carpentries-alumni, then click on the link to go to the channel. At the bottom of the screen, click the “Join Channel” button to join the channel.
 
_____________________________________________________
Brown Bags will generally be held on the fourth Thursday of every month from 12pm–1pm EST. On occasion, Brown Bags may be moved due to holidays; please check the detailed schedule for the exact dates.
 
Schedule: https://github.com/SmithsonianWorkshops/carpentries-brown-bag/wiki/Schedule
 
The next Carpentries Brown Bag will be next week! Thursday, Feb. 20th, noon-1pm, (location TBA), Vanessa Gonzalez (of the Global Genome Initiative) will be giving a short demonstration on plotting in python, for things like Principle Component Analysis.

